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Blended Realism: A Hybrid Dataset and Deep Learning
Approach for Traffic Sign Recognition in Bangladesh
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Abstract

To build robust and accurate traffic sign recognition systems in diverse and
complex environments, it is necessary to use a specific hybrid dataset creation
technique, which combines both real-world and simulated datasets. We present
an algorithm for data generation using blending that allows for traffic sign
embedding on realistic roadside backgrounds with consideration of a context-
sensitive data generation technique suitable for the local roads of Bangladesh. In
contrast to traditional geometry-based augmentation, our solution retains the
environmental elements such as lighting, shadows, occlusion, and real-world
sign placements observed by BRTA, thus considerably narrowing down the
domain difference between the synthetically generated training data and the real-
life application. Together with the hybrid deep learning model framework, our
solution is shown to increase the generalization and robustness of the traffic sign
recognition system. Our contribution to the area of intelligent traffic sign
recognition involves the introduction of a context-aware blended data set
creation method as well as the validation of the hybrid deep learning
architectures that enable more effective traffic sign detection in real-world
scenarios. The resulting dataset contains 18,750 images spanning 46 traffic sign
categories, with 70% blending-based images and 30% real images. Three models
YOLOV8, YOLOvV8 with VGG19, and YOLOv8 with ResNet50 were evaluated
under different training and testing setups, achieving F1 scores of 0.952, 0.947,
and 0.957, and mAP@50-95 values of 0.660, 0.668, and 0.670, respectively.
Among them, the YOLOv8-ResNet50 model achieved the highest performance.
Our findings highlight the effectiveness of hybrid dataset generation in
advancing traffic sign detection and recognition in practical environment.

Keywords: Bangladeshi Traffic Sign, Hybrid Model, Data Augmentation,
Blended Image Generation, Hybrid Dataset.

1. Introduction

Our society desperately needs an intelligent traffic system to help our local
drivers by creating an autonomous navigation system and automating applicable
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traffic laws. A well-annotated dataset that is representative of wvarious
environments is the foundation of a successful Traffic Sign Recognition (TSR)
system. However, our nation is severely lacking in people who can recognize the
various types of traffic signs that are shown on highways, in rural areas, and in
metropolitan areas. Because of their infrequent occurrences, uneven usage, or
regional distinctiveness, many signs are either sparsely represented or
nonexistent. These problems present significant challenges for deep learning
model training and validation, especially for applications involving real-time
detection and classification. The Bangladeshi traffic sign is grouped into four
major categories regulatory, warning, informational, and additional signs each
serving a critical role in ensuring road safety and guiding traffic flow. However,
these signs vary widely depending on geographical location. They are often
impacted by environ-mental conditions such as poor lighting, occlusion, worn-
out materials, and deviations from BRTA (Bangladesh Road Transport
Authority) standards. Recent research in Bangladesh has sought to bridge this
gap by creating benchmark datasets, such as the Bangladesh Road Traffic Sign
Dataset, and utilizing sophisticated deep learning architectures, such as YOLOv8
(Hoque et al., 2024), for real-time detection and classification. While these
efforts have shown promise, existing methodologies often have shortcomings in
several areas. Augmentation often happens in a similar dataset with minor
changes in the background scene that are redundant in the visual context. Though
it is a helpful technique for the expansion of the dataset, the augmentation
techniques like rotation, scaling, flipping, brightness adjustment, and shearing
often fail to make a diverse dataset. For this reason, deep learning models
perform poorly and are trained on such data that often over fit to a limited set of
conditions, making it more difficult to generalize them into real-world scenarios
where different background lighting conditions, texture, shadows, or occlusions
exist. Furthermore, these augmentation approaches fail to simulate natural sign
degradation (e.g., blur, dirt, fading) and realistic installation settings, such as
varying pole heights, angles, or partial occlusions caused by trees or vehicles.

Mismatches often occur between the training and deployment environments.
Thus, a large domain gap is created. In practice, the model results in poor
performance during validation. In order to overcome these limitations, we
propose an approach that blends the original and generated images, which
involves seamlessly integrating traffic sign images into authentic Bangladeshi
roadside backgrounds. We give careful thought to maintaining the following:
Accurate placement of signs at 15%, 25%, 35%, and one random position on the
left, right, and center of the road based on actual BRTA-observed patterns,
lighting and shadow alignment with the back-ground scene, Natural occlusions
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and clutter, such as poles, pedestrians, or foliage, and degradation effects, like
blur, noise, or faded edges, mimicking damaged signs. While traditional
augmentation and synthetic data generation techniques often fail to maintain
contextual and environmental realism, overlooking critical aspects such as
realistic placement, lighting variations, occlusions, shadows, structural
integration (e.g., poles and mounting), and degradation effects like blurring or
fading (Li et al., 2022; Sekizawa and Nakajima, 2019), this blending method
employed in this study produces more realistic training images, reduces
environmental bias, and significantly enhances the model's generality to handle
complex and variable real-world scenes.It enhances the diversity of both the
background and the foreground elements, particularly for rare or region-specific
signs that are often overlooked in conventional datasets. Most existing synthetic
traffic sign datasets are developed for traffic systems in countries such as China
and the United States and may not adequately reflect the characteristics of
Bangladeshi roads (Mggelmose et al., 2012; Qian et al., 2016). To address this
gap, a hybrid dataset generation approach is proposed, combining real and
blending-generated traffic sign images within authentic Bangladeshi
roadside environments. By preserving contextual elements such as lighting
conditions, shadows, occlusions, and typical sign placement patterns, the
proposed dataset better represents real-world traffic scenarios.

Using this dataset, three deep learning models YOLOv8, YOLOv8-VGG19, and
YOLOv8-ResNet50 are evaluated. The study investigates the effectiveness of
hybrid datasets for traffic sign recognition and examines their impact on model
performance and generalization (Luan et al., 2023; Redmon et al., 2016). Unlike
GAN-based methods that generate entirely synthetic signs, our approach focuses
on context-aware integration of real traffic sign images into realistic road scenes.

The main contributions of this work are as follows:

a. A context-aware blending framework for integrating real traffic sign
images into authentic Bangladeshi road environments.

b. A hybrid dataset construction strategy that combines real and blending-
generated images to improve dataset diversity and model generalization.

c. A comparative evaluation of YOLOv8, YOLOvV8-VGG19, and
YOLOvV8-ResNet50 under real, generated, and hybrid training scenarios.

2. Literature Review

Hybrid deep learning models have gained increasing attention in TSR for
addressing class imbalance, data scarcity, and environmental variations. YOLO-
based hybrid architectures combined with VGG19 or ResNet have shown
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improved robustness and detection accuracy. Furthermore, demonstrated that
GAN- and VAE-generated synthetic traffic signs can effectively improve the
detection of rare sign classes (Konushin et al., 2021), emphasizing the value of
synthetic data in TSR systems.

Da Silva and Fernandes (2023) developed a joint real synthetic dataset repository
to strengthen the training of convolutional neural networks (CNNs), aligning
datasets to improve model generalization. In essence, this repository gives
researchers a hand to boost the performance of TSR systems. Horn and Houben
(2020) proposed a set of realistic rendering techniques to maintain photorealism
and developed a fully automated pipeline that replaces traffic signs in real-world
images with synthetic renderings, enabling large-scale data augmentation. It
helps to extend datasets without the need for manual annotation and therefore it
can improve the detection of rare or unseen sign classes (Y. Wang et al., 2023).
Yang et al.,, (2023) proposed a multitask learning system for traffic sign
perception in real road scenes, which generates natural language descriptions of
signs. This approach provides an easier and more intuitive way for people to
understand the overall working process of autonomous driving (AD) systems.
Shakhuro et al., 2019 designed a network for rare traffic sign recognition,
leveraging synthetic training data to mitigate the problem of class imbalance.

Li et al.,, 2022 proposed a context-aware image synthesis technique that
incorporates the semantic information of a scene to achieve realistic traffic sign
placement, thereby improving recognition performance even in cluttered
environments. AbuKhait, 2024 highlighted the impact of environmental
conditions on road sign recognition, while Zhao et al., 2023 improved model
robustness using synthetic data generation and augmentation techniques.
Similarly, Ge, 2023 proposed a specialized data augmentation method to improve
the usability of traffic sign recognition datasets, enabling more effective training
of models when only a limited number of examples are available. Villalonga et
al., 2020 demonstrated GAN-based synthetic-to-real domain adaptation to
generate training samples for new, unseen traffic sign classes, and conducts
extensive experiments on the Tsinghua dataset with a synthetic counterpart
(SYNTHIA-TS), demonstrating that GAN-transformed synthetic images can
effectively train classifiers for unknown sign classes without requiring real
annotated data collection. Tabernik and Sko“caj, 2020 employed a Mask R-
CNN-based deep model to address the full traffic sign detection and recognition
pipeline using a closed-loop training method, achieving significant improvements
in overall performance. Shi et al., 2024 introduced Flexible CP, a flexible data
augmentation strategy for traffic sign detection, and demonstrated its
effectiveness in improving detection performance. Tabelini et al., 2022
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demonstrates that training a deep detector exclusively on a fully synthetic dataset
can almost match the performance of training with real images on large datasets,
and when compared to training with a smaller real-image set, training with
synthetic images improved accuracy by 12.25%, supporting the case for
synthetic-only training pipelines. Raisa and Yasmin (2025) highlighted the
crucial role of data quality for reliable recognition systems, and Shafi and Mirza,
2025 showed the impact of using pretrained deep learning architectures on the
performance of image classification. Beyond synthetic data generation, recent
research has explored hybrid architectures that combine YOLOv8 (Elshamy et
al., 2024; Huang et al., 2023) with deep feature extractors such as VGG19 and
ResNet.

Canese et al. (2022) demonstrated the effectiveness of VGG19 and ResNet for
object detection due to their strong feature representation capabilities, while G.
Wang et al., (2025) improved YOLOv8n and achieved a 5.7% increase in
mMAP@50 on the TT100K dataset. Hybrid YOLO models have shown superior
accuracy and robustness compared to standalone detectors, particularly in
challenging visual environments (Katsamenis et al., 2025). Furthermore, ResNet
enhances semantic feature learning through residual connections, whereas
VGG19 effectively captures fine-grained spatial details, making both
architectures suitable for traffic sign detection under adverse conditions (He et
al., 2016). These findings provide strong motivation for investigating YOLOV8-
VGG19 and YOLOvV8-ResNet hybrid architectures for weather-robust traffic sign
recognition.

3. Methodology

The proposed framework combines real-world and blending-generated traffic
sign images to construct a hybrid dataset for traffic sign detection and
classification. After annotation, the dataset is used to train and evaluate
YOLOvV8, YOLOV8-VGG19, and YOLOvV8-ResNet50 models. The overall
workflow is illustrated in Figure 1.

3.1 Data Collection

In order to create a complete and representative traffic sign database for
Bangladesh, photographs of a variety of road scenes have been taken ranging
from highway, urban, rural, bridge, flyover, single lane, multi-lane and restricted
access roads. The goal was to document as much as possible the variation in
traffic signs that can be seen by drivers in the real world and to build a dataset
that could be used to train and test powerful deep learning models. The final
dataset is about 6000 annotated images for 46 different classes of Bangladeshi
traffic signs such as regulatory, warning, mandatory, informational etc.
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High resolution cameras mounted on smartphones, DSLR cameras, and vehicles
were used to acquire images. The data were gathered under different
environmental circumstances to make sure that the data set comprehensively
represents the real road situations. Images were taken at various time of day
(morning, afternoon, evening, nights) and weather conditions (sunny, cloudy,
rainy, foggy) conditions. In addition to this, traffic signs were photographed from
various angles, distances, and camera vantage points to add natural variations to
the images, in terms of scale, orientation, illumination, and background
complexity. This approach enables the proposed model to learn how to generalize
to a wider range of road conditions.

The collected traffic signs intentionally leave the problems that may be
encountered on the streets of Bangladesh, unlike many traffic sign datasets
collected in relatively controlled conditions that are available publicly. Some of
these challenges involve the smallness and distance of traffic signs, motion blur
from moving vehicles, occlusion from trees, utility poles, road-side buildings and
other vehicles, and the degradation of traffic signs due to fading, damage or poor
maintenance. Further variations were captured to depict realistic traffic scenes,
such as shadows, uneven light and dark, adverse weather conditions, cluttered
backgrounds, and low visibility. The following set of images in Figure 2 and 3
are representative examples of the challenging scenarios: multiple traffic signs in
a single image, traffic signs that are occluded, rain/snow, fog, and at night.

The data set also includes natural image-quality variations due to different
imaging devices. The images show variations in resolution, sharpness, exposure,
contrast, color balance and sensor noise, which are typical of the image
properties found in ITS (Binbusayyis, 2024). These variations help to strengthen
the proposed recognition framework and to make it less susceptible to any given
camera hardware and acquisition conditions.

After collecting the data, each traffic sign was hand-annotated with rectangular
bounding boxes in each traffic sign category. The annotations were thoroughly
reviewed to guarantee accurate localization of the objects and proper
classification of the classes. Pictures selected during the quality assurance
process that had significant annotation inaccuracies, duplicate samples or poor
visual quality were excluded. The final dataset is therefore a realistic and
challenging benchmark to reflect the complexity of the road environment in
Bangladesh and to create a reliable deep learning-based traffic sign recognition
system for real-world applications.
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3.2 Blending-Based Road Sign Embedding in Real-World Scenes

To enhance the dataset and simulate real-world conditions, a traffic sign image
generation technique was developed using a placement algorithm based on
computer vision that integrates a real-world road background and sign images.
The generation process began by collecting a large set of road scene images from
diverse locations. A trans-parent PNG image of a traffic sign was then
programmatically blended into these road backgrounds.

As shown in Figure 2, each road image undergoes a region-of-interest (ROI)
detection phase, where the lower half of the image is analyzed using Canny edge
detection and Hough Line Transform. This helps identify suitable areas for sign
placement, typically on the left side of the road where traffic signs are commonly
located. A bounding region is defined within this detected area to guide realistic
and consistent placement.

Real Capturing
Images

Images Extract Processing
Data : from Videos : O Tt

Collection -> : - ¢

H : Training and

:| Generated Images SAlatian

:| Using Al Technique |: ’L

: : Hybrid Model

. " Evaluation

| Detection | | Classification |
Image Blending
1. 1~ | Result |
Various Real Road Transparent Sign
Images Images

Figure 1: Overall workflow of the proposed traffic sign recognition framework,
illustrating data collection, preprocessing, synthetic image generation, dataset
augmentation, model training, and performance evaluation.

The sign image is then dynamically resized in each instance using randomized
shrink and zoom factors to simulate scale variation. The resized sign is carefully
over-laid on the selected road region, ensuring that its position does not overlap
with the main drivable area. After compositing, each final image is resized to a
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consistent resolution to maintain uniformity across the dataset. To create a
variety of realistic training images for traffic sign detection, a systematic
algorithm was developed for placing road signs at different positions along the
road. This algorithm overlays traffic sign images onto real-world road
backgrounds by detecting appropriate regions for placement. The method ensures
that each generated image maintains realism by considering road geometry, sign
scaling, and plausible spatial location near the road. Edge detection and line
extraction techniques are applied to localize the road area, and the placement
logic ensures the sign appears on the left side of the road without overlapping the
main drivable region. The details of the process are outlined in Algorithm 1,
which was used to generate over augmented road images for training.

a) Multiple trafficsigns

(i) sunny condition (i) Rainy condition (iii) Foggy condition (iv) Night condition

b) challengingtrafficsigns

(i) Partially occluded (i) Colorand design variant (iii) Blurry trafficsign (iv) Degraded trafficsign

Figure 2: A representative sample of the collected real-world data set to
highlight multi-sign scenes and challenging traffic sign instances in diverse
environments, such as occlusion, low visibility, and camera-quality changes.

A few examples of the resulting generated images, showing traffic signs
embedded naturally into diverse road scenes, are illustrated in Figure 5. This
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technique resulted in high quality blending images that significantly enriched the
dataset, particularly for underrepresented sign classes, helping to improve model
robustness and generalization.

Ny

Figure 3: The examples of traffic signs captured at various scales from the
camera (from ~40 m to ~5 m), which reflects the scale difference in real driving
environments.

Detected Side Road ROI with Dots Left Side Road ROI with Dots on White Background

Figure 4: Background image with the detected region of the road and the region
of interest (ROI) for placing the traffic signs. Lower half of image analyzed for
road boundaries to direct placement of signs.
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Real Road Scenes Sign Images Blended Images

Figure 5: Examples of blending-based generated road images where traffic signs
are placed in contextually realistic positions using road-aware placement
techniques

3.2.1 Challenges and Gaps in Data Augmentation Strategy

The images generated were then subjected to geometric augmentation to add
variety of scale, orientation, and perspective to the dataset. These transformations
make the model more robust and make synthesized samples more realistic
(Alsiyeu and Duisebekov, 2024). However, conventional augmentation
techniques face several challenges such as lighting variation, unrealistic object
boundaries, lack of occlusion modeling, and limited diversity of background
scenes, which can lead to a domain gap between these augmentations and real-
world scenes. To tackle these problems, image generation process based on
blending is applied in the proposed method to enhance the realism of the dataset
and the generalization of the model by adding contextual placement and realistic
visual integration.
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3.2.2 Blended Image Generation versus Traditional Augmentation

For generating diversity in dataset, conventional augmentation and blending-
based image generation were used. The proposed blending method differs from
the conventional augmentation by rendering traffic signs within a real road
context while retaining other contextual elements like lighting, texture and
perspective. This creates more realistic training examples, and enhances the
generalizability of the model. Compositing process is discussed in Equation (1).

1(6y) = a(xy). TS y) + (1-axy))-Bx,y) (1)
Where
S(X, y) = image of the traffic sign,
B(x, y) = road image with the background,
T = transformation operator (scaling, rotation, shearing) and
a(x,y) = blending coefficient

The blending coefficient o € [0,1] is extracted from the alpha channel of the
traffic sign image that is transparent in PNG format, and renormalized in the
range [0,1]. a(x,y) differs at each pixel based on the transparency of each
individual sign pixel and is not fixed. In particular, when a = 1, the sign regions
will be fully opaque, while background regions will be fully transparent when o
= 0, and will be smoothly transitioning between sign and background regions in
between. This alpha blending at the pixel level provides realistic background
incorporation and achieves better visual fidelity of traffic signs, which in turn
enhances the quality and realism of the created training samples.

Algorithm 1 Road Sign Placement Algorithm

Require: Road images T € {Rj}, sign images S €{S;}, output directory D
Ensure: Generated images G = {Gy, G, . . ., Gn}
1: for each sign image S; €S do
Load sign image S;
3 fori=1tondo
4 Load road image R; € T
5: Create output directory D
6: Convert R; to grayscale and apply Canny edge detection
7:
8
9

Extract road lines using Hough Line Transform
Define lower half road area as mask A,
Compute bounding box A; = (Xmin, Xmax, Ymin, Ymax)
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10: Calculate scale factor based on distance of placement:
d = distance of placement
f = foase - (1 + 0) where f e ~U (0.1, 0.3), 6 ~U (0.5, 1.0)
f=k - d (where k is a scaling constant)
11: Resize S; with scale factor f
12: Calculate sign placement coordinates:
X = max(10, Xuin —w'—20)
y~U (Ymin + 50, Yimax _h(_SO)
13: Overlay resized sign Son R; at (x, y) to obtain G;
14: Save G; in directory D
15: end for
16: end for

3.2.3 Comparative Insights

While traditional augmentation can produce geometry diversity, it lacks realism;
blending-based image generation on the other hand can generate context-aware
samples that can more closely represent real world. These methods complement
each other by offering a broader range of datasets, narrower domain gap and
better model robustness. Table 1 presents a comparison of the two.

Table 1: Comparison the traditional augmentation and the image generation
using blending method

Aspect Traditional Augmentation Blending-Based
Generation
Scale/Orientation High High
Variation
Lighting Consistency Low High
Occlusion Handling Absent Partially Realistic
Background Diversity Low (static) High (real-world
scenes)
Computational Cost Low Moderate
Domain Gap Reduction Limited Significant

3.2.4 Implementation Details of the Blending Pipeline

The blending pipeline contains five major processing stages: (1) preprocessing
road images, (2) region-of-interest detection, (3) traffic sign scaling and
placement, (4) alpha blending, and (5) generation of annotations. Images from
the roads were first resized and grayscale to extract edges from them using the
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Canny operator. The Hough Line Transform was then used to detect the road
boundaries and calculate the possible regions for the placement of roads. The
images for the traffic signs were resized as per the estimated distance of
placement and then pasted in the picked area using alpha compositing. Lastly, the
bounding-box annotations were created and checked prior to the exportation of
the dataset in the YOLO format (Ali and Zhang, 2024).

3.3 YOLOvV8 Architecture for Real-Time Traffic Sign Detection

The YOLOVS8 architecture for real-time traffic sign detection framework that
consists of a CSP-based backbone, an FPN-PAN neck, and an anchor-free
detection head: YOLOVS. It has a simple structure, which also ensures high
accuracy of the identification of traffic signs of various sizes with minimal
computational complexity as illustrated in Figure 6.

3.3.1 Model Variants and Flexibility

Performs multiple tasks such as object detection, segmentation, classification and
pose estimation in the same architecture. There are a number of variants, such as
YOLOv8n (nano), s (small), m (medium), | (large) and x (extra-large) which
trade speed for accuracy based on available hardware.

3.3.2 Deployment Support

The model can be deployed into popular frameworks such as ONNX, TensorRT
and CoreML, which is ideal for edge devices and mobile platforms. The
deployment options enable real-time processing when needed in traffic-aware
systems, especially in resource constrained environments.

3.4 Traffic Sign Detection Using the Hybrid YOLOV8-VGG19 Model

The proposed YOLOv8-VGG19 framework is a sequential two-stages inference
approach, which is different from feature fusion and end-to-end joint
optimization. YOLOvV8 was initially employed as an object detector to identify
traffic signs in the input image. The traffic signs regions detected are then
cropped and passed to the VGG19 classifier for the final prediction of the traffic
sign category. Thus, detection and classification are carried out in two separate
but sequential steps. The overall architecture of traffic sign recognition
framework for detection and classification is shown in Figure 7.

YOLOVS has built-in classification, but its main advantage is that it is fast and
accurate for locating the objects. However, for more fine-grained recognition
tasks like traffic sign classification, where signs can be structurally similar, with
similar shapes and colors, or slightly blurred, occluded, or low in resolution,
YOLOvV8 sometimes fails, especially in difficult scenarios. We overcome this by
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using a dedicated classifier: VGG19. As a more complicated convolutional
network, VGG19 has proven to be excellent at extracting discriminative feature
information that increases the accuracy of recognition, and it is suitable for
distinguishing similar traffic signs. The hybrid model has two consecutive steps:

Backbone Neck Detection
nano Head ONNX
small ] [
medium| |Enhanced csp{-| cf Anchor-free | | TenseRT

l L detection
large CoreML
xtra-largg FPN
multiscale
| feature fusion | |
Deplong suppot Deployment

support

Figure 6: Architecture of YOLOVS illustrating the backbone, neck, and anchor-
free detection head designed for real-time traffic sign detection

Stage 1: Detection (YOLOVS8): The input image | is processed by YOLOVS,
which predicts bounding boxes for traffic signs. Each bounding box is denoted as

Bi = (xi:yi!wivhi)v i = 1:2;---;N; (2)

where N = the total number of detected signs and Bi=bounding box.

Stage 2: Classification (VGG19): For each bounding box Bi, the corresponding
region of interest (ROI) R; is cropped and resized to 224x224 pixels, the input
size required by VGG19.As shown in Equation 2, the network maps each

cropped region R; to a probability distribution over classes using VGG19 and the
softmax function.

P(C;|R;) = Softmax(VGG19(R))) 3)
where, C; = predicted traffic sign class, Ri= cropped region

The detection classification pipeline is summarized in Equation 3, where
YOLOv8 generates bounding boxes and each cropped region R; is classified into
a class C;.

(B, By, ....By} = YOLOVS(D),
Ci = arg maxeec P (C; = ¢ | Ry),R; = Crop(l, By), 4
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where C denotes the set of all traffic sign classes. In this hybrid architecture,
YOLOVS acts as the detector, performing object localization in real time, while
VGG19 functions as the classifier, leveraging its deep convolutional layers for
robust recognition of traffic sign categories. The VGG19 architecture, shown in
Figure 8, consists of 19 weight layers, including 16 convolutional layers followed
by 3 fully connected layers. Each convolutional block employs 3 x 3 filters with
ReLU activation, and max-pooling layers progressively reduce spatial
dimensions while preserving essential features.

YOLOvS BOUNDING BOX ROI VGG19/
SHEUP SAAGE DETECTION LOCALIZATION CROPPING RESNET50 BN
= = = Ip;%‘ = @
Road / Scene Traffic Sign Locate Detected Extract Region Classification :;T:t::!m?;q;\o

Image Detection Region of Interest

Figure 7: The overall diagram of the proposed architecture for traffic sign
recognition with YOLOv8-VGG19/ResNet50 for detection and classification

Figure 8: Convolutional blocks for feature extraction in the VGG19 framework
used in the hybrid YOLOV8-VGG19 framework for traffic sign classification
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The model consists of 16 convolutional layers and 3 fully connected layers with
ReLU activation functions and with max-pooling to represent the hierarchical
spatial features. VGG19 is designed to be very deep and straightforward, with
many layers of uniform convolutional and pooling operations, making it well
suited for fine-grained classification problems. It adds depth to the channels in
each layer (from 64 to 512 filters) to capture more complex spatial patterns to
differentiate between the traffic signs that vary subtly. The YOLOv8-VGG19
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hybrid system uses real-time detection and VGG19 for discriminative
classification, resulting in high accuracy rates for the detection and recognition of
various Bangladeshi traffic signs in different environments. This modular design
ensures that the misclassification rate due to visual similarity is minimized, that it
becomes more robust in the presence of occlusion and/or blur, and that overall
detection-classification performance is improved.

3.5 Traffic Sign Detection Using a Hybrid YOLOv8-ResNet50 Model

The YOLOvV8-ResNet50 framework does not operate on the basis of feature
fusion or joint optimization, but uses a two-stage architecture that includes the
detection of traffic signs by the YOLOvV8 network and the classification of the
detected regions by the ResNet50 network. The YOLOv8-ResNet50 framework
is based on two-stage strategy, where the YOLOv8 network is used to detect
traffic signs and the ResNet50 network is used to classify the traffic signs
regions. The ResNet50 architecture as shown in Figure 9 is comprised of 50
layers that are grouped into residual blocks containing convolutional operations
and identity/projection shortcuts. This combination can enhance the recognition
accuracy by efficiently localizing and extracting deep features, especially in
complex scenarios.

R; = Crop(1,B))
is cropped and resized to the input size required by ResNet50. The network

extracts deep feature representations Fi, which are then mapped to class
probabilities as follows:

F; = ResNet50(R;),
P(C; |R;) = Softmax(F;),
C; = arg maxX.c P (C; = c|R)), ®)

As shown in Equation 4, each cropped region R; is processed by ResNet50 to
extract deep feature representations F;, which are then converted into class
probabilities and finally assigned a predicted class Ci;.

YOLOVS is used for traffic sign localization, while ResNet50 provides deep
feature-based classification. This combination can enhance recognition accuracy
by efficiently localizing and extracting deep features, especially in complex
scenarios.
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Figure 9: ResNet50 architecture for traffic sign classification using deep residual
learning for robust feature extraction and efficient training

3.6 Justification of Model Selection

The models YOLOV8, VGG19, and ResNet50 were selected for their capabilities
in real-time detection efficiency and feature extraction and classification. The
hybrid architecture allows for a comparison of accuracy and robustness to
varying traffic and environmental conditions.

3.7 Time Complexity of the Models

YOLOvV8 provides efficient real-time detection and VGG19 and ResNet50
provide better feature representation with more computation. The main aim of the
present research was not to compare the statistical performance of the proposed
hybrid dataset to a specific model but to assess the performance of the proposed
hybrid dataset in various deep learning architectures. As a consequence, the
representative detection frameworks YOLOvV8, YOLOvV8-VGG19, and YOLOvS-
ResNet50 were used to evaluate the general applicability of the proposed dataset.
YOLOv8-ResNet50 has a significant performance balance of accuracy and
computation. The detailed comparison shown in Table 2.

Table 2: Model Comparison

Model Params (M) Latency (ms) Cost

YOLOvV8 7-11 10-15 Low

YOLOv8-VGG19 144 25-35 High
YOLOvV8-ResNet50 23-25 18-22 Moderate
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4. Result and Discussion

The experimental outcomes presented for the three mentioned architectures
(YOLOvVS8, YOLOV8-VGG19, and YOLOv8-ResNet50) show the advantages of
training on the mixed real and synthetic traffic sign images. The other models
achieved a better performance on the hybrid dataset with YOLOv8 baseline
model achieving the highest precision of 0.955, recall of 0.950, F1 score of
0.952, mAP@50 of 0.968, and mAP@50-95 of 0.660. The hybrid model
YOLOV8-VGG19 also made significant improvements with the highest score
obtained on the hybrid data set in terms of precision (0.950), recall (0.945), F1
score (0.947), mAP@50 (0.969), and mAP@50-95 (0.668). The hybrid model of
YOLOvV8-ResNet50 model outperformed other models with precision of 0.960,
recall of 0.955, F1 score of 0.957, mAP@50 of 0.974, and mAP@50-95 of
0.670. This setup consistently out-performed the baseline YOLOvV8 and the
YOLOV8-VGG19 model, especially under the difficult conditions of different
sign types, occlusion, and low visibility. It is important to note that the reported
performance was computed on data sets which include both single-sign and
multi-sign traffic scenes. Thus, these evaluation results are based on the model
performance under realistic traffic scenario in which different traffic signs could
be present in the same image. The hybrid training method enhanced the
generalization ability across domain boundaries and helped to achieve balance
class representation in cases where some signs were rarely seen. Moreover, the
ResNet50 back bone was found to be a good feature extractor for achieving
classification of 46 different classes of the Bangladeshi Traffic signs. The results
confirm the value of the blended data generation with the use of sophisticated
hybrid architecture in the context of real-time and accurate traffic sign
recognition systems. Figure 11 depicts the performance comparison in all three
models for Hybrid/Hybrid configuration.

4.1 Dataset Composition and Experimental Setup

In the final dataset, there are 18,750 labeled traffic sign images belonging to 46

different classes, which is a mixed dataset of real and Blending images. The
images in this dataset are obtained by taking 5500 images (about 30%) from the
road; the remaining 13,250 images (about 70%) are generated by a controlled
blending process with various types of road background images. Imbalanced
class distribution across the data-set is achieved in each class with around 120
real images and 280 generated images.

The hybrid dataset was used in three experimental setups: (i) real image for
training and test, (ii) generated image for training and test and (iii) hybrid dataset
(real image + generated image) for training and test. To ensure a fair comparison
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and a good evaluation, we kept a fixed ratio of 78% for training, 12% for
validation, and 10% for testing in all experimental cases. Once images were
generated, all images were annotated in Make Sense Al. Bounding boxes were
manually checked for correct localization of traffic signs. The annotations were
then exported in the format of YOLO, which is used for training and testing the
model. The distribution of images across the real, generated, and hybrid datasets
is presented in Table 3.

Table 3: Image distribution across training, validation, and testing sets

Type Total Train (78%) Val (12%0) Test (10%)
Real 5,500 4,290 660 550
Generated 13,250 10,335 1,590 1,325
Hybrid 18,750 14,625 2,250 1,875

4.2 Model Training
In this study, we experimented with three different model configurations:
a. The standalone YOLOv8 model,

b. Hybrid model combining YOLOv8 with VGG19 and YOLOvV8 with
ResNet50.

Each model was evaluated across multiple training and testing dataset
combinations to assess generalization capability and robustness. For all three
models, training and evaluation were conducted using three dataset categories:
Generated only, Real only, and a Hybrid (Generated + Real) dataset.

Each of these was paired with the same three categories during testing. Table 4
summarizes the train—test combinations used in the experiments.

Table 4: Training and testing dataset combinations used for each model

Training Data | Test: Generated Test: Real Test: Hybrid
Generated V4 N4 V4
Real v V4 v
Hybrid J J J

This experimental setup was applied uniformly to the standalone YOLOVS,
YOLOvV8-VGG19, and YOLOvV8-ResNet50 models. The goal was to evaluate
model behavior across domain variations and to analyze how well each
architecture could adapt to synthetic, real-world, and mixed data scenarios.
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4.2.1 Hyperparameter Settings

The training of all models was performed with the same set of hyper parameters
for each of the models to make the models more comparable. The training was
performed for 100 epochs with the AdamW optimizer and initial learning rate of
0.0002. All images were resized to 640 x 640 pixels prior to training. The other
hyperparameters are summarized below in Table 5.

Table 5: Training Hyperparameters Used for YOLOv8, YOLOv8-VGGL19, and
YOLOv8-ResNet50 Models

Hyperparameter | YOLOVS8 YOLOVS - YOLOVS -
VGG19 ResNet50
Backbone YOLOvVS8 YOLOVS + YOLOVS +
VGG19 ResNet50
Input Resolution 640 x 640 640 x 640 640 x 640
Batch Size 16 16 16
Optimizer AdamW AdamW AdamW
Learning Rate 0.0002 0.0002 0.0002
Weight Decay 0.0005 0.0005 0.0005
loU Threshold 0.70 0.70 0.70
Epochs 100 100 100
Data Augmentation | Mosaic, Scaling, Same Same
Translation, HorizontalFlip,
HSV Augmentation
Hardware Platform | NVIDIA Tesla P100 (16 Same Same
GB)

4.2.2 Model Accuracy Measurement

To test the accuracy and robustness of the models, five performance metrics were
calculated: Precision, Recall, F1 Score, mean Average Precision at loU 0.50
(mAP@50) and mean Average Precision at loU thresholds ranging from 0.50 to
0.95 (MAP@50-95). Precision is the percentage of the traffic signs correctly
detected in all predicted traffic signs;

TP
(TP+FP)

Precision =

(6)
where TP denotes True Positives and FP denotes False Positives.

Recall measures the proportion of actual traffic signs that are correctly detected
by the model and is defined as:

TP
(TP+FN) )

Recall =
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where FN denotes False Negatives.

For the F1 score, the Precision and Recall values are balanced and is calculated
as:

2 x (Precision x Recall) (8)
For an overall detection assessment, Mean Average Precision (mAP) was used in
addition to these metrics. mMAP@50 is the mean Average Precision at loU
threshold of 0.50 and mMAP@50-95 is the average mAP over loU thresholds from
0.50 to 0.95 with a step size of 0.05. These metrics give a thorough evaluation of
localization accuracy, classification performance and model robustness in varied
detection situations. These metrics were measured for each model across multiple
training and testing configurations, including training on generated data, real
data, and hybrid data (a combination of both), as summarized in Table 6.

F1 score =
(Precision + Recall)

Table 6: Performance evaluation across training and testing configurations for
YOLOVS8, YOLOV8-VGG19, and YOLOvV8-ResNet50

() YOLOv8 Model Performance

Train/Test Data Precision Recall F1 mAP@5 | mMAP@
Score 0 50-95
Hybrid / Hybrid 0.955 0.950 0.952 0.968 0.660
Hybrid / Real 0.940 0.932 0.936 0.965 0.645
Hybrid / Generated 0.960 0.961 0.960 0.970 0.740
Real / Hybrid 0.905 0.890 0.896 0.950 0.603
Real / Real 0.918 0.901 0.906 0.955 0.615
Real / Generated 0.885 0.878 0.880 0.940 0.589
Generated / Hybrid 0.920 0.912 0.915 0.967 0.610
Generated / Real 0.919 0.908 0.910 0.964 0.603
Generated / 0.992 0.994 0.993 0.991 0.788
Generated
(b) YOLOV8-VGG19 Hybrid Model Performance
Train/Test Data Precision Recall F1 MAP@50 | mAP@
Score 50-95
Hybrid / Hybrid 0.950 0.945 0.947 0.969 0.668
Hybrid / Real 0.945 0.950 0.947 0.970 0.665
Hybrid / Generated 0.970 0.965 0.968 0.973 0.745
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Real / Hybrid 0.935 0.925 | 0.930 0.960 0.640
Real / Real 0.940 0.933 | 0.930 0.968 0.657
Real / Generated 0.900 0.880 | 0.890 0.942 0.610
Generated / Hybrid 0.925 0.930 | 0.928 0.963 0.635
Generated / Real 0.930 0.947 | 0.936 0.972 0.650
Generated / 0.981 0.982 | 0.981 0.984 0.730
Generated

(c) YOLOvV8-ResNet50 Hybrid Model Performance

Train/Test Data Precision Recall | F1 Score | mMAP@5 | mAP@
0 50-95
Hybrid / Hybrid 0.960 0.955 0.957 0.974 0.670
Hvbrid / Real 0.945 0.950 0.947 0.972 0.668
Hvbrid / Generated 0.980 0.976 0.978 0.985 0.770
Real / Hybrid 0.940 0.933 0.936 0.965 0.648
Real / Real 0.938 0.929 0.933 0.966 0.652
Real / Generated 0.905 0.892 0.898 0.948 0.610
Generated / Hybrid 0.925 0.930 0.927 0.965 0.640
Generated / Real 0.915 0.928 0.921 0.961 0.630
Generated 0.995 0.992 0.993 0.990 0.780
/Generated

4.3 Summary of Model Performance

Experimental results show the superiority of the proposed hybrid dataset dataset
throughout all the evaluated architectures. The YOLOvV8-ResNet50 model
outperforms the other two models in terms of precision, recall, F1-score, and
MAP. YOLOV8-VGG19 further demonstrated its benefits over the baseline
YOLOvV8, which indicates that its deep CNN backbones provided better feature
extraction. The result of the hybrid dataset demonstrates that the hybrid can
achieve better performance than the real image, which means that using both real
and generated images can promote the generalization, alleviate the class
imbalance problem and enhance the robustness of the model under difficult
conditions like occlusion and low visibility. In summary, it is demonstrated that
the use of blending data generation and hybrid deep learning architecture is an
effective solution in real world traffic sign recognition.



Journal of FST, Volume 04, Issue 01, July 2026 | 187

4.3.1 Comparative Performance of YOLOvV8 and Hybrid Models

It is worth noting that, as can be seen in Figure 11, the F1-score analysis across
different training and testing configurations reveals important insights into model
generalization. Under the Trained on Generated, Tested on Generated (TGTG)
configuration, all models achieved near-perfect performance, with YOLOVS,
YOLOV8-VGG19, and YOLOvV8-ResNet50 obtaining F1-scores of 0.9928,
0.981, and 0.993, respectively.

1.02

EEm YOLOv8 SN YOLOV8-VGG19 XX YOLOv8-ResNet50

1.00

F1 Score

TGTH TRTG TRTR TRTH
Dataset Configuration

Figure 11: F1-score comparison of YOLOv8, YOLOV8-VGG19, and YOLOvS8-
ResNet50 across all training and testing combinations. Hybrid training improves
accuracy across models, with YOLOv8-ResNet50 achieving the highest overall
performance

However, performance declined under the Trained on Generated, Tested on Real
(TGTR) setting due to domain differences between synthetic and real-world
images. In this scenario, YOLOV8-VGG19 achieved the highest F1-score
(0.9362), followed by YOLOv8-ResNet50 (0.921) and YOLOv8 (0.910),
indicating improved cross-domain generalization through deeper feature
extraction. Similar trends were observed for the Trained on Generated, Tested on
Hybrid (TGTH) configuration, where all models benefited from partial exposure
to generated samples, achieving F1-scores above 0.91.

For the reverse-domain evaluation, Trained on Real, Tested on Generated
(TRTG), all models experienced performance degradation, highlighting the
challenges associated with synthetic domain adaptation. Nevertheless, YOLOv8-
ResNet50 achieved the highest F1-score (0.898), followed by YOLOv8-VGG19
(0.890) and YOLOv8 (0.880).
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Under the Trained on Real, Tested on Real (TRTR) configuration, the models
demonstrated stable performance, with YOLOv8-ResNet50 again achieving the
highest F1-score (0.933).Similarly, in the Trained on Real, Tested on Hybrid
(TRTH) setting, YOLOvV8-ResNet50 maintained the best performance (0.936),
indicating strong robust-ness to mixed-domain data.

Hybrid offers the best balanced real-world generalization, Tested on Hybrid
(TRTH) configuration, where the combination of real and generated data
improved both generalization and robustness. In this setting, YOLOVS,
YOLOV8-VGG19, and YOLOvV8-ResNet50 achieved Fl1-scores of 0.952, 0.947,
and 0.957, respectively, with YOLOvV8-ResNet50 also achieving the highest
mAP@50-95 of 0.670.

These findings demonstrate that hybrid training effectively bridges the do-main
gap and provides the most reliable performance across diverse traffic sign
recognition scenarios

4.5 Analysis of Blended Image Placement Errors

In our dataset generation pipeline, we used a blending-based approach to place
traffic signs into real-world road scenes. Out of 500 generated images,
approximately 300 images (60%) were placed accurately on the roadsides.
However, the remaining 200 images (40%) exhibited placement errors due to
various challenges, as illustrated in Figure 12. The main reasons for incorrect or
inaccurate placement include:

Improper Roadside Detection: Sharp curves or irregular road edges often cause
the algorithm to misidentify the correct placement zone. When traffic signs are
blended onto these regions, the resulting images appear unrealistic or misaligned
Shown in Figure 12a.

Obstructions in the Scene: Roads with multiple objects such as trees, walls,
poles, or potholes interfere with the blending process. The algorithm may overlap
traffic signs with these objects, producing unrealistic placements Shown in
Figure 12b.

Scaling and Zooming Issues: Incorrect estimation of traffic sign size relative to
the scene can cause signs to appear too large or too small, particularly on roads
with variable widths or perspective distortions.

Lighting and Perspective Mismatch: Differences in lighting, shadows, and
camera perspective between the original scene and the traffic sign image reduce
visual realism, making placements appear obviously incorrect.
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Texture and Occlusion Handling: Improper blending when the background has
complex textures or partial occlusions can create unnatural integration of the
traffic sign into the scene Shown in Figure 12c.

We are currently working on strategies to mitigate these issues, including
improving roadside detection algorithms, adaptive scaling and perspective
correction, and occlusion-aware blending. The analysis indicates that while
blending-based image generation is effective for augmenting data, careful
attention to scene geometry, object detection, and size scaling is necessary to
ensure realistic placement and improve downstream model training.

No.| Real Road Scenes Sign Images Incorrectly Placed
Images

A

Figure 12: Failure cases of the proposed traffic sign blending algorithm: (a)
incorrect roadside detection on curved roads; (b) overlapping of traffic signs with

roadside objects; and (c) unrealistic blending caused by texture inconsistencies
and occlusions.
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5. Conclusion

In this research, a comprehensive hybrid approach for recognizing traffic signs in
Bangladeshi roads is proposed based on the YOLOvV8, YOLOvV8-VGG19 and
YOLOv8-ResNet50 models. The hybrid dataset consists of real and blended
images and is composed of 46 traffic sign classes. Experimental results showed
that hybrid training provided the most consistent cross-domain generalization. In
the models evaluated, YOLOv8-ResNet50 achieved the significant performance
with F1-score of 0.957 and mAP@50-95 of 0.670, and showed that the use of
data diversity and deep feature extraction is beneficial.

5.1 Future Works

Future work will concentrate on improving contextual understanding by
integrating scene-aware validation mechanisms that can validate the semantic
consistency between traffic signs and their surrounding scenes. More
investigations will cover comparing the proposed dataset with other state-of-the-
art detectors such as Faster R-CNN, RetinaNet, EfficientDet, YOLOv10, and
transformer-based ones. Moreover, future research will investigate the impact of
camera-specific parameters and the effects of sensor noise, detailed ablation
analysis of augmentation and blending strategies and statistical validation
through repeated experiments and applying confidence interval analysis, to
evaluate the reliability of the observed results further.
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